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Abstract 

 
 

A non-invasive biometric technology that uses a digital image to identify or verify a person is known as a 

face recognition system. Security is the primary use for face recognition systems, but they may also be 

utilized in entertainment and healthcare. Over the years, the speed and accuracy of facial recognition 

systems have been studied extensively. This study created and deployed a real-time facial recognition 

system on two different low-cost platforms. The method and techniques employed in the system were 

mixed methods and strategies for deep and machine learning. This project was completed in four major 

stages. First, the Histogram of Oriented Gradients (HOG) was employed to recognize faces on a digital 

picture since it is quicker. After recognizing the face to center, the face, a customized type of estimate 

facial landmark process has been used to construct five areas of the face before sending it on to a facial 

model that had already been trained. It created 128 embeddings for the image to detect whose face was 

on the photo by using a Support Vector Machine (SVM). When evaluated with a database of 40 pictures 

of eight distinct people, the system achieved 96.88 percent accuracy and a frame rate of about three 

frames per second. This paper's findings show that face recognition algorithms that work in real-time 

based on current deep learning algorithms may be built on very cheap computing devices.  
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1. Introduction 

In the fields of computer vision and pattern 

recognition, face recognition is a significant topic. 

While the human visual system is capable of 

detecting and recognizing faces in milliseconds 

but still computers are incapable of making high-

level generalizations like determining what is 

in a picture. As a result, a computer must be 

taught to make these high-level generalizations 

one by one. [1]. 

Algorithms of Machine learning (ML) and 

data analytics recently advanced, regularly 

generating an increasing amount of data. This, 

together with improvements in processing power 
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and speed, has given researchers a massive 

advantage in developing reliable face recognition 

algorithms. Since the 1970s, academics have 

worked on face recognition as a biometric tool [2, 

3]. Face recognition instructs computer devices to 

recognize and detect faces in the same human 

visual system manner. 

Security, healthcare, entertainment, and 

even retail are just a few fields where it might be 

used. Face recognition technologies have recently 

been utilized in several educational institutions to 

determine if pupils are paying attention during 

class. Technology for facial recognition is also 

employed at country borders to detect and 

identify known criminals attempting to enter the 

country [4]. 

DL approaches are used in modern facial 

recognition software. Whenever a DL system 

receives digital images as input data, the system 

gradually learns some data properties, according 

to the fundamental working concept of these DL-

based approaches. The DL approach will be 

intelligent enough to comprehend the pattern in a 

new data input (digital picture) that it has never 

seen before after the model has learned enough 

features or patterns from the input data and 

compared it to the previous patterns learned from 

the stored dataset's pictures to figure out what or 

who is on the image. 

The motivation behind this work is to test 

the ability to build a model via deep learning 

techniques which can work on very cheap 

computing resources in real-time. This study 

aims to use DL approaches to build and construct 

a real-time facial recognition system. As we enter 

the Internet of Things (IoT) era, designing mobile 

real-time facial recognition systems that are 

simple to integrate into IoT infrastructure is 

becoming critical. This is why it's crucial to build 

real-time facial recognition portable and readily 

available platforms like embedded systems. 

 
2. Literature Review 

Both old and new approaches were 

examined. However, the classical face recognition 

methods are the conventional approaches, 

whereas AI and DL-based methods are newer. 

In the 1970s, researchers began studying 

facial recognition. The goal was to educate 

computers to detect and see faces in the same 

manner as people do on images. However, after 

years of intensive investigation, it was discovered 

that the challenge of facial recognition was more 

complex than previously imagined. Kanade [5] 

extracted a vector with 16 face attributes using a 

primary image processing method. Angle, area, 

and distance ratios were the characteristics in 

question. On a dataset of 40 photos (20 distinct 

persons, two images each), he obtained a result of 

roughly 75 percent accuracy using a basic 

Euclidean distance measure approach for face 

recognition, compare to other methods it is not a 

good result for face recognition; from this point 

on, Brunelli and Poggio [6] by enlarging the 

vector's geometric characteristics to 35 as well as 

a larger collection comprising 188 photographs(4 

images per person), Kanade's work was improved. 

They claimed the rate of 90% accuracy at the 

time, which was a significant jump forward but it 
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is not the goal yet, on the other hand their model 

didn’t test on low resources devices. 

Lawrence et al. [7] demonstrated a CNN-

based facial recognition AI approach. While AI, 

massive data, and fast computer processors have 

all advanced and it is not possible to run on low 

resource hardware, Y. Taigman et al. [8] 

DeepFace, a Facebook research lab-developed 

facial recognition technology, was demonstrated. 

Deep architectures for facial recognition were 

used to develop this system. They employed a 

neural network with nine layers and about 120 

million linked weights. They also used a 4.4 million 

annotated photos dataset (4000 distinct persons) 

gathered from the internet to train their CNN, 

which was at the time the biggest dataset 

accessible, this type of research need most 

powerful hardware resource to train and test the 

model. 

FaceNet was introduced by Google's AI 

research team [9]. It is a massively scalable facial 

recognition system. This algorithm quickly learns 

how to map face pictures to a compact Euclidean 

space. Once the Euclidean space has been 

constructed, standard face identification, 

verification, and clustering approaches may be 

built using FaceNet embedding as feature vectors. 

These approaches applied in different fields by 

searchers such as Billah et al. [10] presented a 

collection of goat images for face identification 

and recognition. Also, an automated goat face 

and facial landmark removal and face alignment 

are shown from a source image. Finally, they 

claim to recognize goats with 96.4 percent 

accuracy using a CNN technique, but these 

techniques must be updated to get higher 

accuracy rate in the case of applying in different 

areas. 

 
3. Design and Methodology 

We want to use DL-based approaches to 

create a real-time facial recognition system in this 

work. The facial recognition approach adopted 

should be pre-trained, which is one of the primary 

elements of our desired solution. Unfortunately, 

we can't train the CNN since we lack the requisite 

computer power and a large enough dataset. It 

will also be a smaller version that we can run on 

low-cost embedded devices and standard 

computer CPUs. After we finished our analysis, we 

identified the most acceptable approaches and 

strategies for building the system. The proposed 

system's general structure is depicted in Fig. 1 as a 

flowchart. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 



 

4   

 

 

 

 
 

 

3.1. Face detection 

Fig. 1. Our system's overall architecture. 

feature extraction approach underpins HOG's 

The first stage in our process is to identify     

and search for all of the faces in the photograph 

after obtaining the photos or frames of a video. 

This may be accomplished by using a variety of 

approaches and algorithms found in the 

literature. During our investigation, we discovered 

a technique developed by Dalal and Triggs by the 

name Histogram of Oriented Gradient (HOG) was 

one of the finest face identification algorithms for 

our project. [11]. Under various situations, 

including lighting, scaling, and shadowing, this 

technique is quicker and more accurate. The static 

notion. If the original picture is a color image, the 

first step is to preprocess it by shrinking it to 64 x 

128 pixels and turning it white and black. 

The second step is to begin computing the 

64x128 image's HOG description. The horizontal 

and vertical gradients of a photograph may be 

calculated using a variety of approaches. One of 

the more efficient approaches for determining 

these gradients is the Sobel operator. Equations 1 

and 2 are then used to determine the direction 

and magnitude of angles: 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

𝑔 =   (1) 

 
𝜃 = arctan ( ) (2) 

 
 

A gradient gives each pixel a sense of 

magnitude and direction. This step removes 

necessary data for face detection, leaving only the 

image's contours (significant features). A HOG-

processed picture is shown in Fig. 2. The 

gradients point from the picture's brighter to 

darker portions. We'll move on to a new phase 

when the complete image has been rendered by 

gradient pointing to the complete darkness. To 

make the process easier, the 64 x 128 image is 

segmented into 16 x16 pixels having 

50percentage overlapping and then split into 2 x 2 

pixels of dimensions 8 x 8 in the third step. The 

illustration is compact and noise-resistant as a 
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result of this division. The gradient orientations 

are then quantized into nine histograms ranging 

from 0 to 180 degrees. To produce the final 

output vectors, the histograms must be 

concatenated. The original picture was reduced to 

an essential feature vector due to this approach. 

This is how a face is built from the ground up. The 

HOG feature descriptor is then trained by 

repeating this method with hundreds of photos of 

faces. We may use it to create new characteristics 

for our new picture that includes a face once it 

has been fully trained and then identify whether 

or not there is a face using a linear Support Vector 

Machine (SVM); the dlib contains this algorithm 

[12] open-source library invented by Devis King. 

 

 
 

Fig. 2. The HOG technique is used to represent the critical aspects of a picture [13]. 

3.2. Face posing and projecting 

Posing and projecting faces is the next 

major step in the technique. Because the faces 

are not always in the same orientation and 

location, this stage is crucial. In addition, faces in 

various orientations and postures may seem like 

the faces of multiple persons on the computer. 

Therefore, all photos must be warped so that the 

eyes and mouth are in the exact sample location, 

Irrespective of how they were originally oriented. 

The next stage of our process requires that we 

centralize the faces. There are a variety of ways to 

accomplish this. However, according to our 

literature analysis, we used a modified version of 

the facial landmark estimate technique [14]. The 

approach employed in the original research was 

to produce 68 precise areas referred to as facial 

landmarks of a face. 

Basic image processing on 2D image 

changes such as shear rotation, and the nose, 

mouth, eyes, and cheeks were positioned on the 

photo, the scale was utilized to properly position 

the face. However, our project used a modified 

and enhanced version that only produces five 

facial landmarks [15] rather than 68, as stated in 

the original study. The runtime has been 

dramatically lowered by reducing the number of 

facial landmarks from 68 to only 5, making the 

improved version much faster than the original. 

3.3. Face recognition 

We can now begin the DL-based face 

identification procedure after the face has been 

spotted and located. However, face recognition 
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technology is only available to industrial 

behemoths like Google, Facebook, Baidu, and 

government research organizations. This is 

because they've created large-scale datasets that 

haven't been released to the general public or 

scholarly community yet. 

As a consequence, we came to a conclusion 

to utilize a pre-trained face recognition model 

since it employs common computer resources to 

deliver results that are equivalent to those of 

state-of-the-art systems. Adam Geitgey created it 

in 2017 as an open-source library. Devis King's 

state-of-the-art facial recognition was used to 

develop Face recognition in dlib. The model is 

built on a simplified model type in this source 

[16]. To be precise, it achieves a 99.38 percent 

accuracy after being taught on 3 million photos 

[13] LFW. In addition, the number of 

convolutional layers was lowered from 34 to 29, 

with each layer's filters reduced by 50%. Once we 

use this model to process a picture, 128 

embeddings are produced. 

By putting a person's photograph into the 

deep neural network, we were able to train it. 

Then, to pass past the brain, we imported a new 

image of the identical individual. Finally, the 

network receives a picture of a completely 

different individual. The system then creates 128-

measurements known as embeddings for each of 

the three pictures. After then, it analyses the 

measurements of the first two photos of the 

same people and adjusts the neural network's 

parameters to bring the two measures closer 

together, and this is known as triplet loss training 

because the third and second measures of images 

are kept apart. [9] since a loss function based on 

triplets is used by the neural network. 

3.4. Face classification 

Our facial recognition pipeline has reached 

its conclusion. Because the algorithm used to 

create the 128 measures of each picture has 

previously been trained, measures of each picture 

have previously been taught. When a new picture 

is loaded into the program, it will know which face 

the 128 measurement refers to. However, based 

on our study, the linear SVM classification method 

is the most excellent fit for the model since it is 

quick, simple, and accurate. First, we train the 

algorithm to accept incoming 128 measures and 

compare them to the dataset's 128 

measurements. Then, it calculates these. First, we 

teach the algorithm to get incoming 128 measures 

and compare them to the dataset's 128 

measurements. The distance between the most 

current measurement and the others in the 

dataset was determined using Euclidean distance. 

For each pair, it is a match if it is less than the 

default threshold of 0.6. If the finding is labeled in 

the dataset, it will be given a name; alternatively, 

it will be shown as unidentified. 

 
4. Experiments and Results 

Our face recognition system is a complete 

package that includes software, hardware, and 

the finest deep learning mobile face recognition 

technology available. This chapter detailed the 

tests we conducted when our system was fully 

integrated. In addition, we put our technology to 

the test and published the findings. Our system's 
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pre-trained model can be taught using just a 

single photograph of a person. We built a dataset 

for training and testing to further evaluate our 

technology. 

4.1. System hardware 

To implement our system, we chose two 

distinct types of hardware. This project aims to 

create a fully functional and real-time facial 

recognition system using low-cost technology. We 

evaluated the system on both hardware and 

software since we didn't know if our selected DL-

based techniques might operate in real-time 

reliably on embedded devices like Raspberry Pi 3 

or with a typical computer with a Core-i7 CPU. 

Therefore, our system's trials and testing were 

conducted on a Dell laptop with an 8-core CPU. 

The identical procedure was performed on a low-

cost embedded device (Raspberry Pi 3 Model B) 

with an ARM v8 CPU. 

Except for the embedding step, the face 

identification phase and all subsequent steps 

employed only the CPU cores. Because our goal, 

as indicated above, is to build a system that can 

function with little computing resources, the 

laptop's GPU was not utilized. We also use the 

laptop's webcam to collect photographs and 

movies to evaluate our method on a regular 

laptop. When it came to taking images for testing 

on the Raspberry Pi, however, we utilized the 

Raspberry Pi camera V2.1 as an external camera. 

4.2. System Software 

We used Python 3.6 and packages like 

NumPy to develop our facial recognition 

algorithms. [17] for math and array operations, 

we used sci-kit-learn [18]. We utilized the cv2 

package from OpenCV to read from our camera 

during testing. All of our project's code was 

written and tested on the laptop using Spyder 

(Python 3.9.7). On the other hand, to evaluate the 

performance of the proposed system on the 

Raspberry Pi 3B platform, we utilized the 

integrated Python 3.5 that includes the Raspberry 

Pi OS. 

4.3. Dataset 

To train the facial recognition model, we 

required at least one photo of each person in the 

dataset because it was a pre-trained neural 

network. Nevertheless, we'll need more IDs and 

pictures to assess our system's effectiveness in 

various scenarios. As a result, our dataset consists 

of 40 photographs, each of which has five distinct 

shots of eight different persons. 

We utilized the identities of prominent 

politicians and actresses to generate the dataset 

without running into privacy difficulties since 

there are so many photographs of celebrities on 

the internet. We also consulted all of the people 

we added to our database, which isn't famous. 

We used the Small Face Recognition dataset to 

extract their photos [19]. We took five 

photographs of each individual, one of which was 

utilized by the CNN to generate the 128 

embeddings. The extra four pictures were used 

for test and evaluate the proposed model on both 

systems. For static photos and video applications, 

five photographs of each individual were 

sufficient to train and evaluate our technique with 

various positions [20]. 
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For the training and testing of our systems, 

we could have created a larger dataset; however, 

40 photos were adequate. 

We built a more extensive dataset of 32 

photographs of the same eight persons after we 

finished the training dataset to test and evaluate 

our system. 

4.4. Recognizing faces in the dataset 

The primary goal of this section is to see 

how well our system is at detecting faces on still 

photos in a dataset that we've constructed. We 

used the dataset described in the database 

section to train and test our system during this 

project. Following the CNN training, our system 

recognizes all of the faces in our dataset. Then, 

CNN creates and learns all of the face embeddings 

on the photographs. The accuracy of our model 

was quite good once we tested it on the test 

dataset. 

We put our approach to the test with 32 

photos from our dataset, and some of the findings 

are shown in Fig. 3. Except for the one at the 

bottom right, the accuracy was quite good, and all 

of the photos were recognized correctly. 

Moreover, our system distinguished faces even 

when some persons wore sunglasses, hats, or 

caps and had various facial expressions. 

 
 
 
 
 

 
 
 
 
 
 
 
 
 
 

 
Fig. 3. On static photos, the results of facial recognition. 

 

4.5. Recognizing faces in a live webcam video 

According to the research, most face 

identification algorithms are solely evaluated on 

still photos rather than movies. Although, we 

expanded the test to pictures in motion, such as 

movies, in our study. So because visuals move, it's 

considerably more challenging to detect faces in 

videos. Therefore, we utilized the same training 

dataset developed in the dataset section to train 

our system to test it on videos quickly. The 

camera was then used to capture live footage for 

testing on the Intel core i7. We captured live films 

using the Raspberry Pi camera V2.1 to test them 

on the Raspberry Pi platform. 
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A single person's face was recognized from 

a live video, as shown in Fig. 4, despite the fact 

that Barack Obama's face was obscured by more 

light in the backdrop and was taken from a 

mobile. It defines the face by drawing. It defines 

the face by drawing a box around it. The 

algorithm correctly identified the face and printed 

down the name, according to the results. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 4. From a live video, face recognition is performed. 
 
 

In addition, the algorithm correctly 

identified two faces in the video. 

5. Result discussions 

We presented the findings of both 

platforms in this part. Also, we examined and 

contrasted the two systems' performance 

analyses in the same situation and environment. 

5.1. Test results on a Raspberry Pi 3B and an 

Intel Core i7 processor 

5.1.1. System accuracy 

The testing findings showed that the face 

recognition technique on both hardware 

platforms performed at around 96.88 percent 

accuracy, which is close to the stated 99.38 

percent [13]. We obtained a bit lesser accuracy 

since we tested and trained the model on such a 

small dataset. Also, we noticed that using a larger 

dataset for testing and training, will increase the 

accuracy of the system. 

5.1.2. Model speed 

As previously stated, system speed and 

accuracy are our major concerns. The time 

analysis of both hardware systems was presented 

in this part. We used Python to run a benchmark 

function for the time examination of the systems. 

Table I illustrates how long every stage of the 

facial recognition model takes to accomplish a job 

on a standard Dell latitude laptop with only one 

CPU core. Table II illustrates how long every stage 

of the model takes to perform a job on the 

Raspberry Pi 3B's single ARM Core. The time it 

takes to the face process is measured in frames 

per second (fps), and the picture size is measured 

in pixels (p). 
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TABLE I.                SYSTEM TIME ANALYSIS ON A TYPICAL CORE I7 PROCESSOR 

 
 

Size of 

image (p) 

 

Time to Face Locations 
 

Time to Face Landmarks 
Time of Encode 

Face 

 

Time of End-to-End 

Fps S fps s fps s fps S 

180 5.56 0.19 110.46 0.02 8.25 0.13 3.07 0.34 

240 3.25 0.33 111.39 0.02 7.47 0.14 2.01 0.52 

450 0.97 1.05 111.27 0.02 7.31 0.15 0.83 1.24 

730 0.39 2.8 108.67 0.02 7.32 0.15 0.36 2.90 

 

 

 

TABLE II.                           SYSTEM TIME ANALYSIS ON THE RASPBERRY PI 3B 

 

 

Size of 

image (p) 

 

Time to Face Locations 
 

Time to Face Landmarks 
Time of Encode 

Face 

 

Time of End-to-End 

Fps S fps s fps s fps S 

180 0.44 2.26 46.47 0.03 1.59 0.64 0.37 2.89 

240 0.25 4.13 46.15 0.03 1.62 0.64 0.21 4.75 

450 0.08 14.90 45.32 0,03 1.61 0.63 0.07 15.61 

730 0.03 40.01 44.92 0.03 1.61 0.63 0.03 40.31 
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5.2. Comparison of the Raspberry Pi 3B and Intel 

Core i7 results 

We received the results of our system's 

time analysis during the test for both platforms, 

as indicated in Table I and Table II. Although, 

when it comes to the time it took them both to 

complete our system's different processes, the 

Core i7 processor from Intel exceeds the 

Raspberry Pi 3 B. Four distinct photos, ranging in 

size from 180 to 730 pixels, were evaluated on 

both systems. Pictures with the smallest pixels are 

processed more quickly than those with the 

largest pixels. However, a limit exists to how small 

these pictures are; if they are too small, it is 

possible to overlook the face entirely. As a result, 

it must be within a reasonable range to achieve 

acceptable accuracy and a quick execution time. 

Because the test picture, which is 180 pixels 

in size, produces the greatest results on both 

platforms for all four stages we examined. Table II 

shows that the Raspberry Pi 3 took 2.89 seconds 

(0.36 fps) to complete the entire identification 

procedure (end-to-end), whereas the Intel i7 core 

standard laptop took only 0.34 seconds (3.07 fps). 

The Core-i7 CPU from Intel executes much better 

in the other three levels, as seen in both tables. 

When evaluating the findings, the face location 

process in both platforms is another topic of 

interest. When the end-to-end execution time 

was considered on both systems, this phase took 

too long time to finish. This is since the trials only 

employed a single core of the CPU. It is increased 

by utilizing a GPU or connecting all four Raspberry 

Pi3 CPU core processes and all eight cores of the 

CPU on the laptop. This initiative, still, does not 

have that as a goal. Instead, we tested our system 

with the minimum processing resources to 
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construct a real-time mobile facial recognition 

system. 

6. Conclusions 

This project included a comprehensive 

study survey on facial recognition, which helped 

us choose a strategy for this project. The best 

approaches were chosen and applied to construct 

a real-time face recognition system from the 

literature review. Consequently, we build a real-

time facial recognition model based on deep 

learning using the optimal combination of 

methodologies. Face recognition was done with 

the face recognition technique, face detection 

with the HOG, face centralization with the affine 

transformation, and classification with SVM. Our 

technology was implemented on two separate 

platforms. The Intel i7 core processor, on the 

other hand, offered real-time facial recognition. 

We obtained the project's goal successfully 

for developing real-time facial recognition on a 

low-cost platform. Using a limited dataset, the 

system achieved nearly predicted accuracy on 

both systems, while the Intel i7 core platform 

achieved real-time recognition. When tried on a 

Raspberry Pi 3B, it was unable to run in real-time. 

Our system also worked effectively in various 

settings, including high light and low lighting, 

diverse facial expressions, and faces wearing 

spectacles, among others. As a result, it is a 

reliable system since it is installed on a low-cost 

platform. Our technology may be used for various 

purposes, including video monitoring, crime 

prevention, and human identification. 
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